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Abstract: Advancements in GPS-technology have spurred major research and devel-
opment activities for managing and analyzing large amounts of position data of mobile
objects. Data mining tasks such as the discovery of movement patterns, classification
and outlier detection in the context of object trajectories, and the prediction of future
movement patterns have become basic tools in extracting useful information from such
position data. Especially the prediction of future movement patterns of vehicles, based
on historical or recent position data, plays an important role in traffic management and
planning.

In this paper, we present a new approach for the online prediction of so-called
hot spots, that is, components of a road network such as intersections that are likely
to experience heavy traffic in the near future. For this, we employ an efficient path
prediction model for vehicle movements that only utilizes a few recent position data.
Using an aggregation model for hot spots, we show how regional information can be
derived and connected substructures in a road network can be determined. Utilizing
the behavior of such hot spot regions over time in terms of movement or growth, we
introduce different types of hot spots and show how they can be determined online. We
demonstrate the effectiveness of our approach using a real large-scale road network
and different traffic simulation scenarios.

1 Introduction

Driven by major advancements in GPS-based technologies, position data of mobile ob-
jects have become ubiquitous. Through tracking systems for vehicles, persons, and even
animals, enormous amounts of object trajectory data are being collected and subject to
various data mining tasks. The objectives of these tasks include the discovery of (peri-
odic) movement patterns, the classification of objects based on their trajectories, and the
prediction of future movement patterns based on the objects’ historical trajectories (see the
tutorial by Han et al. [HLT10] for an excellent overview).

In the past couple of years, especially the analysis of traffic data has been of great interest
as results obtained by analyzing past and current vehicle position data provide impor-
tant input to traffic management, control, and planning. One key feature of respective
approaches is the detection of hot spots, that is, road segments and intersections that expe-
rience a high load of traffic and thus require special attention in traffic management.

One can roughly distinguish three classes of approaches to the discovery of hot spots,
based on what object position data is used and whether the detection refers to past, cur-
rent, or future hot spots. The first class of approaches apply real-time monitoring where



only current vehicle position data is used to determine hot spots based on the density of
vehicle positions on a given road network. This approach, where no predictions are made,
is employed by several online traffic monitoring systems. The second class of approaches
perform an analysis of historical trajectory data to determine (periodic) hot spots that oc-
curred in the past and make predictions of future hot spots that likely occur, e.g., during
rush hour [JYZJ10, LHLGO7]. The third class utilizes only current position data, perhaps
including a few previous object position data, and they try to predict near future vehicle
paths and hot spots (e.g., [KRSZ08]). Especially this class is of interest in online scenar-
ios where no information about historic object trajectories is available and near time traffic
predictions have to be made to mitigate congestion in a timely manner.

In this paper, we present such an online approach for the prediction of near future traffic
hot spots based on recent positions of vehicles moving in a road network. Our approach
does not require historic object trajectories but makes predictions based on direction in-
formation derived from the most recent and current positions of vehicles, similar to the
approach by Kriegel et al. [KRSZ08]. Through the prediction of possible future positions
of vehicles, nodes in the road network (representing, e.g., intersections) are assigned a
weight that reflects the likely traffic intensity within a specified time horizon. Instead of
just focusing on such so-called hot spot nodes, our interest is in the discovery of regional
information about hot spots, e.g., structures composed of an intersection and roads leading
to that intersection. For this, we introduce a subgraph-based approach, with subgraphs
being part of the underlying road network, to describe predicted hot spots in a more com-
prehensive and intuitive manner. We also introduce different types of hot spots based on
the evolution of respective subgraph structures over time. For example, one can predict
that a hot spot grows over time or that a hot spot moves in a particular direction. Re-
spective results are obtained based on successive predictions of hot spots. We evaluate the
efficiency and effectiveness of our approach to hot spot prediction using a real large-scale
road network and simulated traffic scenarios. In summary, the paper makes the following
contributions:

e An efficient approach to predict a vehicle’s near time future positions based only on
the very recent past positions.

e An online prediction approach to determine near future hot spot nodes that likely
will experience heavy traffic, based on predicted future locations of vehicles.

e An aggregation model for hot spot nodes to determine regional structures in a road
network and the evolution of such predicted hot spot structures over time.

e An extensive evaluation of our framework based on a real-world road network with
more than 170,000 nodes and up to 10,000 vehicles in different traffic scenarios.

The rest of the paper is structured as follows. After a review of related work in the fol-
lowing section, in Section 3 we detail our online approach for predicting future positions
of objects and how to derive hot spot nodes from such a prediction. In Section 4, we then
discuss how regional patterns can be formed from hot spot nodes, and we introduce dif-
ferent types of hot spots based on their behavior over time. After the presentation of an



evaluation of our approach using a real-world road network and simulated traffic data in
Section 5, we conclude the paper with a summary and outlook in Section 6.

2 Related Work

Research on path prediction for moving objects has been conducted for some time already,
e.g., by Pelanis et al. in [PvJ06] and Tao et al. in [TFPL0O4]. These approaches, however,
do not consider an underlying road network that restricts the possible movement of objects.
More recently, approaches for path prediction of moving objects in road networks have
been proposed by, e.g..Kim et al. in [KWKT07] and Jeung et al. in [JYZJ10]. The work
in [KWKT07] assumes that the objects’ destinations are known, which is in contrast to our
approach. In addition, both approaches, and also many others that predict motion paths
in road networks, utilize the complete historical trajectories of all moving objects to infer
common movement or turning patterns. Our prediction instead uses a simple heuristic
based on only a few of the most recent object positions to identify positions that moving
objects will likely travel to in the near future, as existing path prediction approaches are
prohibitively expensive and thus cannot be used in an online fashion in large-scale road
networks with high numbers of moving objects.

As our focus is on the identification of regions with heavy traffic, our work also relates
to the detection of moving clusters [KMBO05], convoys [JYZT08], and flocks [GvK06].
All of these moving object patterns require at least a minimum number of moving objects
to be within a certain distance from each other. We use the same requirement during
the detection of hot spots. The moving object patterns listed above are usually identified
while, or even after, they appeared, as no methods for their prediction have been proposed,
yet. However, we are able to utilize methods for analyzing the evolution of convoys, as
proposed by Aung and Tan in [AT10], in order to identify different types of hot spots, like
growing or moving hot spots.

The detection of hot routes and hot spots in road networks has been addressed by Li et
al. in [LHLGO7] and Liu et al. in [LLN"10] respectively. Both approaches provide an
analysis of the current traffic situation, and thus do not perform a prediction but rather a
detection of hot spots.

Most similar to our work is the approach by Kriegel et al. in [KRSZ08], where they intro-
duce a method for traffic density prediction in road networks. The approach in [KRSZ08]
uses a statistical traffic model to predict the traffic density of any edge in the road network
for a given prediction time, which can be either a specific point in time in the future, or
a time interval of certain length. Predictions done by our approach always refer to a time
interval, not a specific future point in time. In addition, we predict traffic intensity on
nodes instead of edges and use a different weighting function. Nevertheless, the traffic
density in the road network predicted by the approach in [KRSZ08] is very similar to our
concept of weights that are assigned to each node in the network to represent the predicted
traffic intensity. Our approach goes one step further and considers regional aspects of hot
spots by identifying hot spot regions in the form of concrete subgraphs structures in the



road network. Overall, our approach is not tailored as much to predictions for longer peri-
ods of time as [KRSZ08] is, but instead focused on an efficient and scalable approach for
predicting regional hot spots and their evolution in the near future.

3 Prediction of Traffic Intensity

The prediction of hot spots requires knowledge about locations that moving objects are
likely to visit within some future time window. We need to infer this information from the
trajectories observed thus far, as we assume that there is no information available about
future routes or destinations of moving objects. We therefore now present a method that,
at a given point in time, predicts the traffic intensity at all intersections in a road network
for a time interval of a certain length. Based on this prediction, locations that are likely
to be visited by a high number of moving objects within the given time interval can be
identified and processed for further exploration.

In the following Section 3.1, we first explain our setting, i.e., the road network and moving
objects. We then detail our approach for traffic intensity prediction in Section 3.2. Methods
to infer hot spots from the traffic intensity prediction are discussed in Section 3.3.

3.1 Road Network and Moving Objects

Similar to [JYZJ10], we model a road network as an undirected graph G = (V| E, D),
where V is the set of vertices, i.e., connections between two or more road segments, E is
the set of edges, i.e., road segments, and D is a function that maps each edge to a set of
descriptive attributes, such as the speed limit of road segments. Note that road segments
could also be modeled as directed edges that indicate, e.g., one-way roads or roads where
the speed limit differs for the two directions. Our approach could be easily applied to a
directed graph as well.

A set of objects O is moving within the road network. Each such moving object o € O has
an associated unique identifier and an associated trajectory 7'(0) containing its previously
observed locations. We assume a synchronized model where moving objects report their
location periodically at times ¢_,,...,t_1,%t9,%1 ..., with n € N, where ¢y denotes the
current point in time, times with negative subscript are in the past, and times with positive
subscript are in the future. We denote each such time ¢; a time step. The duration between
two consecutive time steps ¢; and ¢, is called the step size, which is application specific
and can range from fractions of a second to minutes, or even hours, although the latter
is uncommon in road network applications. When a moving object reports its location at
time ¢;, it is of the form of a measurement 1;(0) = (x;(0),v;(0),t;), where x;(0) is 0’s
position and v;(0) is its velocity. An object’s position is usually a 2-dimensional vector
containing longitude and latitude information, and we assume it to be on an edge or vertex
in the road network.

Overall, the trajectory of an object o € O is an ordered list of measurements, i.e., T'(0) =



(x=n(0),0—n(0),t_p)s ... (x=1(0),v-1(0),t_1), (x0(0),v0(0), o)), where t_,, is the
oldest time step and thus represents the first measurement reported by object o. For our
approach, it is not necessary to store the entire trajectory 7'(o) of an object 0. The two
most recent measurements of each object are sufficient for the OPS approach. Note that a
trajectory contains measurements up to the current time step ¢y, but no information about
the object’s future positions. Predicting likely positions of an object within a certain time
horizon in the future is part of our proposed method.

In a practical setting, the trajectories our approach uses for hot spot prediction represent a
sample of all cars moving in the road network at any given time. As we will demonstrate
in the evaluation in Section 5, a sample of all moving objects yields similar prediction
results as the full set of moving objects would.

3.2 The OPS Approach

We now present OPS, an approach for Online Prediction of Hot Spots. Given trajectories
T'(o0) for all objects o € O at the current point in time ¢y, our goal is to predict the nodes
in the road network that these objects will likely visit within the next h time steps, i.e.,
in the time interval [to,t5]. We predict these nodes separately for each object and denote
the predicted set of nodes at time ¢y as Ag(0). Note that each Ay(o) is a subset of all
vertices in the road network, thus Ag(0) C V, and Ay (o) may be different for each object.
In addition, a weight wo(v,0) € [0, 1] needs to be determined for each node v € Ag(0)
that indicates how likely it is for o to visit v. These weights are an essential aspect of the
OPS approach, as nodes in Ag(o) should not all contribute equally to the traffic intensity
prediction, but based on how likely they actually are part of the future path of a moving
object. By aggregating the weights wq (v, 0) that all objects o € O contribute to a node v,
the overall weight w(v) for v is known, which is an estimator for its traffic intensity within
the next A time steps.

A hot spot that is predicted at time t( is a part of the road network where a significant
number of objects o € O are likely to be located in the time interval [to,ts]. A hot spot
node is therefore defined as a node v € V having a weight w(v) that is relatively high with
respect to the weights of most other nodes. We infer hot spot nodes based on the weights
w(v) as a last step in the presented approach (cf. Section 3.3).

In the next paragraphs, we will detail individual aspects of the algorithm, i.e., assigning
and updating the weights w(v) at each time step and extracting hot spot nodes based on
the weights of all nodes. The complete OPS approach is given in Algorithm 1.

Weight assignment For each object o, a weight wq (v, 0) that is greater than zero is only
assigned to vertices that are likely to be visited by o within the next i time steps. In order
to determine the subset of nodes that might be affected, i.e., the set Ap(o) C V, we first
perform a coarse prediction of o’s path during the next h time steps as follows (cf. lines
9-14 of Algorithm 1).

Let dg(0) = x¢(0) — x_1(0) be 0’s direction of movement at time t. Then, xp(0) =
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Input: graph G = (V, E, D), trajectories T'(o) for each o € O, time horizon h
Output: set hn(ty) of all hot spot nodes predicted at the current time ¢
foreachv € V'do // initialization
w(v) =0;
| c(v) =0;
foreach new time step do
foreach moving object o € O do
foreach v € A_;(0) where dp(0) - (x(v) — x¢(0)) < 0do // remove
weights
L w(v)— = c(v)ol;
remove o from the set ¢(v)
// compute new Ag(o)
x1(0) = %0(0) + - 19(0) - (x0(0) — x_1(0));
x},(0) = node v € V closest to x1,(0);
x((0) =node v € V closest to X (0) in direction of 0’s movement;
Ap(0) = all nodes visited by A* (x4(0),%},(0)) 3
foreach v € Ag(o)do // assign and update weights
wo(v,0) =1 — (cost(xp(0),v)/cost(xp(0),x),(0)));
w(v) += wp (v, 0);
e(v)[o]+ = wo(v,0);

mean = mean of weights w(v), Yv € V;
std = standard deviation of weights w(v), Vv € V;
foreach v € V do
if w(v) > mean + 3 * std then
L | add v to the set hn(to);

return hn(tg)

Algorithm 1: OPS approach to determine hot spot nodes in the road network G

x0(0) + h - vo(0) - dg(o0) is the point in space that object o travels to within the next h
time steps, assuming o maintains its current direction of movement and velocity. As xy,(0)
is not necessarily on the road network GG, we map it to the closest vertex in GG, denoted
x},(0), by performing a nearest neighbor search. As we only consider vertices for our
traffic intensity prediction, we also need to map o’s current location to the closest node
x((0) in G, which we do by finding the vertex that is closest to xo(0) towards dg(0).
Figure 1 depicts an example scenario. The reported locations of o at time steps t_; and g
are marked by blue rectangles, as is the predicted location at time ¢5. In addition, nodes
x((0) and x}, (0), i.e., the vertices in the road network that x((0) and x;,(0) were mapped
to, are marked by green triangles. Object o’s direction of movement dg(o) is depicted
as a blue arrow. Note that there are other options to compute dg(0), e.g., as the average
direction of the k£ most recent time steps.

Given x((0) and xj,(0), i.e., the start and end nodes of o’s movement during the next h
time steps, we find the set Ag(0) of likely visited vertices using the routing algorithm



A* [HNR68]. A* performs a best-first search to find the lowest-cost route from xg (o)
to x},(0). To compute the cost cost(vi,vs) for the route between two nodes vy and vs,
function D of the graph is used to determine the speed limit of each road segment. Thus,
the lowest-cost route found by the A* algorithm is the fastest route. A* uses heuristics to
cut off the search on paths that are not likely to contribute to the fastest route. Thus, all
nodes visited by A* are in the vicinity of the fastest route and thus likely to be visited by
o during the time interval [to, t;]. Hence, all nodes visited by A* during the computation
of the fastest route from x{(0) to x),(0) are in the set Ay(0), and thus, Yv € Ag(o):
wop(v, 0) > 0. In Figure 1, these nodes are marked by filled black circles.

The value of each weight wq(v,0) at time ¢y should indicate how likely o is to visit v
within the next h time steps. Nodes that can be reached from the known start node x( (o)
within a short amount of time are more likely to be visited, because the object o0 may
change direction or velocity at some point in time ¢; < t; and thus our predictions for
likely visited nodes become less accurate as the time traveled by o since ¢( increases.
Nodes in A (o) that can be reached faster by o are therefore assigned a higher weight than
those where o takes longer to reach them. We compute the weight wg (v, 0) of each node
v € Ag(0) as follows:

cost(x((0),v)

ey

wO(UaO) == COSt(X/0(0>7X;L<0))

That is, the assigned weight w (v, 0) decreases as the A*-based cost between the start node
and v increases. Note that Vv € Ag(0) \ x),(0): cost(xg(0),v) < cost(x((0),x},(0)),
as A* performs a best-first search and thus no node in Ag(0) can have higher cost with
respect to start node x{(0) than node x}, (o). Therefore, wy(v,0) € [0, 1] always holds.
In the example in Figure 1, nodes v; and vy are two of the nodes that are assigned a
weight by object o at that time. The weight assigned to v; is higher than that for v, i.e.,
wp(v1,0) > wp(ve, 0).

Weight update Weight assignment is performed at every time step right after new mea-
surements arrive from all moving objects. It is therefore necessary to update the weights
of all nodes v € V, specifically to aggregate weights w; (v, o) that are assigned at different
time steps, and to rewoke weights that were contributed by objects that, at time ¢, are no
longer likely to visit v (cf. lines 68 and 15-16 of Algorithm 1).

At every point in time, the weight w(v) of a node v is the sum of all weights w; (v, o),
i.e., the weights that all objects have contributed for node v. We use the set ¢(v) to keep
track of all objects that contributed to w(v). If an object o repeatedly contributes a weight
greater than zero to node v, i.e., v € A;(0) holds, in consecutive time steps ¢;, these
weights are added up instead of just counting the most recent weight that o contributed to
v. This is because summing up the assigned weights over several consecutive time steps
provides for a traffic intensity prediction that spans more than one time step, and thus
helps to identify “popular” nodes. This aspect of the OPS approach is in contrast to most
existing approaches, which mostly operate on snapshots and do not take the previously
discovered popularity of locations into account. That is, other approaches start over every



Figure 1: Example scenario depicting weight assignment, update, and revocation in OPS

time a prediction is done and thus disregard previously obtained information about the
popularity of locations, whereas OPS maintains this information and uses it to reinforce
the expressiveness of the prediction. This is because if an object o repeatedly assigns
weights greater than zero to a node v in consecutive time steps, it indicates that it becomes
more and more likely for o to visit v.

However, adding up all weights continuously does not yield an accurate prediction for the
future traffic intensity, as the sum of all weights contributing to a node’s overall weight
w(v) simply represents v’s all-time likelihood to be visited by moving objects. We there-
fore revoke weights contributed by certain objects, to account for the event that an ob-
ject o is not likely any more to visit v. Specifically, at time ¢, all weights w;(v, o) that
were contributed by nodes v ¢ Ag(o) at time steps t; < to should be subtracted from
w(v). Note that we store the sum of all weights contributed to a node v by object o in
¢(v)[o]. Consider an example where an object o contributed the following weights to node
v: w_g(v,0) = 0, w_3(v,0) = .35, w_1(v,0) = 0.2, and wy(v,0) = 0. Thus, at ¢, a
total weight of .35 + 0.2 = 0.55 should be subtracted from w(v).

Revoking weights in this fashion requires to determine for each object o all nodes v for
which v ¢ Ap(o) and v € A_1(0) hold, i.e., nodes that are not an element of Ay(0) at time
to, but have been an element of A_;(0) at time ¢_;. In order to do this, one would have
to store A_1(0) and compute the set difference A_1(0) \ Ao(0) for all objects o, which,
for large graphs, requires a lot of additional memory and is computationally expensive.
Therefore, we instead use an efficient heuristic to determine nodes where weights need to
be revoked. The basic idea is depicted in Figure 1. The dashed red line is perpendicular
to object o’s direction of movement dg(0) and crosses at o’s current location x¢(0). All
nodes v located in the shaded area below the dashed line have already been “passed” by
object o and are thus not likely to be visited by o in the (near) future. Specifically, object
o either did visit the nodes in the shaded area already or it could have visited them using a
shorter route before ¢, as visiting any of these nodes now, i.e., after time ¢(, would require
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Figure 2: Traffic intensity prediction for an example data set at time tg = 7:30am on June 20th,
2010, using h = 120

o to take a detour, which is much less likely.

For nodes v that are located in the shaded area, the following inequality holds:

do(0) - (x(v) = %0(0))

[do(0)] % [x(v) — x0(0)] <0 & do(o)- (x(v) —x0(0)) <0 )

Thus, at time ¢, we revoke weights from all nodes v € A_;(0) for which inequality 2
holds. Such nodes are marked by empty circles in the example in Figure 1. Note that x(v)
in the above inequality denotes the position of vertex v. Checking if weights need to be
revoked can be done at the beginning of each time step, i.e., before the new set Ag(0) is
computed for all moving objects. Then, this step does not require any additional memory,
as A_1 (o) is still present at the beginning of a time step, and can be overwritten by A (o)
once all nodes v € A_1(0) have been checked according to inequality 2.

3.3 Identification of Hot Spot Nodes

After updating the weights w(v) of all nodes v € V in the road network at time ¢, one
needs to analyze the distribution of weights over the road network in order to identify hot
spot nodes. Figure 2 depicts the weights assigned to all nodes in a given road network
at a specific point in time ¢y = 7:30am based on an example data set of trajectory data.
As is obvious from the figure, it is easy to identify areas in the road network where an
exceptionally high traffic intensity is predicted for time interval [t,tz] (h = 120 in the
figure). Vertices having a high weight stand out as peaks, and thus one can identify a total
of three hot spots in the example in Figure 2.

While the visual identification of hot spots is straightforward, a more formal definition of
hot spots is needed in order to automatically extract them from the set of all nodes in G.
A hot spot is comprised of a single vertex, i.e., it is a hot spot node, or a set of connected
vertices in the road network. The latter group of hot spots is discussed in Section 4, as



several different types of such hot spots can be distinguished. In the following, we show
how to identify hot spot nodes based on all weights w(v).

Definition 3.1 (Hot Spot Nodes) A hot spot node predicted at time t, is a vertexv € V
that fulfills the following two properties:

1. The weight w(v) of node v is significantly higher than the weight of most other ver-
tices in the road network, based on some measure.

2. At least minMO distinct moving objects o € O contributed to v’s weight w(v), i.e.,
le(v)| > minM O holds.

We refer to the set of all hot spot nodes predicted at time to as hn(tp).

The second property above ensures that a hot spot node is indeed likely to be visited by a
sufficiently large number of moving objects. This is very similar to the detection of moving
clusters, where a minimum number of objects is required in order to constitute a cluster.
Regarding property (1), different methods can be applied to identify high weights, such
as a threshold d, which may be fixed or adjustable based on network density and number
of present moving objects, or outlier detection approaches, which are perfectly suited to
detect weights that are significantly higher than those of most other vertices.

In the OPS approach, we use an efficient outlier detection method from [FPP97] that labels
all nodes v as outliers having a weight w(v) that is more than three standard deviations
above the mean weight of all nodes v € V (cf. lines 17-22 of Algorithm 1). All such
nodes are added to the set hn(ty) of hot spot nodes at time t. Of course, depending on
the desired application and the computational resources available, other outlier detection
approaches may be used. However, the basic method used in the OPS approach proved to
be sufficient, as we demonstrate in the evaluation in Section 5.

The set hn(to) of hot spot nodes is updated at every time step to reflect the traffic intensity
predicted in the road network at time ¢o. That is, each node v € hn(ty) is predicted to
experience an amount of traffic in the time interval [to, t5] that is significantly larger than
the amount of traffic that will be observed at most other nodes in the road network, and
thus we expect the number of moving objects visiting v to be very high compared to the
number of objects visiting other nodes in the road network.

4 Regional Hot Spots and Hot Spot Patterns

Although hot spot nodes already provide some interesting information about parts of the
road network, e.g., intersections that likely will experience high traffic in the near future,
there can be many such nodes at any given time. Relationships among hot spot nodes and
in particular their aggregated future evolution is not that obvious. To address these issues,
in the following section, we present a simple clustering approach for hot spot nodes to



determine more meaningful subgraph structures that convey regional information. Using
such subgraphs, in Section 4.2, we then introduce different types of predicted hot spot
patterns in a road network in terms of their evolution over time.

4.1 Regional Hot Spots

Given a set of hot spot nodes hn(t) determined at time ¢, which typically corresponds to
the current time ¢(. To provide the user an aggregated view on these nodes and to better
determine structures and their evolution in future predictions, a set of subgraphs, denoted
hg(t) is derived from hn(t) as follows:

e cach node v € hn(t) belongs to exactly one subgraph g € hg(t), and

e if two nodes v, v’ € hn(t) are connected in the road network, i.e., (v,v") € E, then
v and v’ belong to the same subgraph g € hg(t).

Thus, hg(t) is the set of connected subgraphs based on hot spot nodes hn(t), and the
subgraphs are naturally embedded in the road network (see Figure 3 for an example).
Subgraphs formed in this way naturally convey regional aspects of predicted hot spots.
Such a regional view, as part of the underlying road network, can be extended further by
allowing the formation of larger subgraph structures and thus regions. For example, two
subgraphs g, ¢’ € hg(t) can be combined into a single subgraph if there exists a node
v & hn(t) and g, ¢’ are connected via v, as illustrated in Figure 3(c).

t 1 v
L 2
g
L L L
/
g
L
(a) Set of predicted hot spot (b) Subgraphs g and g’ derived (c) Two subgraphs connected
nodes from hot spot nodes via a non-hot spot node v

Figure 3: Subgraphs (b. and c.) derived from hot spot nodes (a.) in a road network

Recall that with each node in a subgraph g € hg(t) a weight above a certain threshold
is associated (cf. Section 3.3). Using an appropriate visualization, e.g., such as the one
shown in Figure 2, interesting patterns can emerge from subgraph structures. For exam-
ple, a subgraph may represent an intersection (with a predicted high traffic) with road
segments leading to that intersection node and respective nodes of the road segments hav-
ing a decreasing weight the farther away they are from the intersection. The question that
remains, however, is how such patterns predicted at a point in time ¢ now evolve over time,



i.e., in subsequent predictions. This is an important aspect supported by our framework
and is discussed in the following section.

4.2 Hot Spot Pattern

A set of subgraphs representing regional aspects of predicted hot spots is determined at
each time step. Because of the continuous movement of objects in the road network, new
subgraphs can emerge, existing ones remain for a period of time or they evolve in terms of
expansion, shrinking, or movement. For example, a subgraph representing roads (or road
segments) leading to an intersection may grow over time, reaching some kind of peak,
and then shrinks until it disappears in the prediction of future hot spots. This is a typical
example of an evolving pattern that emerges, e.g., during rush hour.

In general, for decision purposes in traffic planing and management, it is important to study
the evolution of predicted regional hot spots over time, an important aspect not covered in
related work.

In the following, we introduce a framework to determine important hot spot patterns that
occur over time. For this, we assume a sequence of sets of subgraphs L = [hg(t_),
hg(t—k+1),-..,hg(to)], k > 2, which has been determined up to the current time ;. We
thus investigate hot spot patterns that occur in a time interval of length k£ + 1. Clearly, the
larger the interval, the more (stable) patterns can be determined. Typically, the size of the
interval is chosen as a multiple of the step size in the trajectory data.

The most simple type of a hot spot pattern is as follows:

Definition 4.1 (Strict Stationary Hot Spot) Let g be a subgraph of some set of subgraphs
hg(t) € L. g is a strict stationary hot spot if for all hg(t') € L, g € hg(t').

In other words, the exact same subgraph has to appear at each point in time in the given
interval. This property is independent of possible variances of the weight of the nodes in
g for this time interval. An example of such a pattern is a shopping center or large parking
lot where vehicles stay for some time. Such type of patterns might be rare and perhaps
less interesting in a real world setting, as hot spots and subgraph structures, respectively,
are more likely to expand or shrink over time.

Definition 4.2 (Growing stationary hot spot) Let g be a subgraph of hq(t_y). g is said
to be a growing stationary hot spot if

1. there exists a subgraph g; in each hg(t;), —k < i <0, s.t. g is a subgraph of g;, and

2. for each two such consecutive subgraphs g;, g;+1 from hg(t;) and hg(t;11), respec-
tively, we have that g; is a subgraph of g;41.

The concept of a shrinking stationary hot spot can be formulated in an analogous way,
here with g being a shrunken subgraph observed at time ¢y. These two types of hot spot



patterns can also be combined to form a new pattern, first growing, then shrinking, in the
given interval. Such a pattern would then formalize the scenario we gave above describing
the evolution of traffic centered around an intersection.

The final structural pattern we introduce here are moving hot spots. Their concept is mo-
tivated by the following scenario. Assume a truck on a highway that cannot be passed
by other cars. Such a scenario relates to the leadership pattern described by Andersson
et al. in [AGLWO08]. Over time, more and more cars will drive behind that truck that is
driving towards its destination, thus forming a hot spot that moves within the road net-
work. A precise formal definition of such a pattern, which we are only able to discover in
a very restricted setting in our system, is a little bit more involved as several parameters
can be introduced to tailor the properties of such a pattern. But, in general, a subgraph
g € hg(t_) representing such a hot spot is moving if at least [ nodes of ¢ can be found
in a subsequent subgraph ¢’ € hg(t_x1), and again for this subgraph ¢’ at least I nodes
can be found in a subsequent subgraph g’ € hg(t_j12), and so on. Parameter to this
pattern then is the number of nodes that must be shared among subgraphs in consecutive
timestamps.

The patterns of predicted hot spots described thus far give a fairly comprehensive regional
view of patterns in terms of parts of a given road network but they only consider structural
properties for a given (sliding) time interval. Recall that at each time step, in addition to
the weight of a node, we also maintain the set of objects that contributed to that weight
(cf. Section 3.2). This information can be explored as well in the context of the above
pattern. Here we only outline the basic idea. An example can be best illustrated in the
context of a moving hot spot. The leadership-like pattern mentioned above has the property
that mostly the same cars contribute to the weight of the nodes forming the pattern, as cars
cannot pass the truck. An example where the moving objects contributing to the hot spot
nodes of a pattern is not that homogeneous would be the case for the intersection. As
cars pass the intersection and new cars approach the intersection, the set of moving objects
contributing to respective hot spot nodes would not be as homogeneous as in the leadership
pattern.

We finally want to address the computational aspects regarding the discovery of predicted
hot spot patterns. Key to the complexity are (1) the size k + 1 of the interval (num-
ber of time steps, respectively) in which hot spot patterns are to be discovered and (2)
the number of subgraphs that have been determined for each element in the sequence
L = [hg(t—_),hg(t—x+1), ..., hg(to)]. Let L’ denote the set of subgraphs determined
at time point ¢1, which comprises [hg(t_pn+1), - - ., hg(to), hg(t1)]. If there is a subgraph
g corresponding to a stationary, growing, or moving hot spot in L, then it only has to be
checked whether there is a subgraph ¢’ in hg(t1) that is a respective continuation of g. In
contrast to this simple case, the more complex case for which all subgraphs in L’ have to
be processed is when there now is a subgraph in hg(¢1) such that a new stationary, grow-
ing, or moving hot spot can be formed based on the subgraphs in L’. As we will show in
the following section for different traffic scenarios, the total number of subgraph structures
determined at each point in time is quite moderate, compared to the total number of hot
spot nodes. Thus, processing respective subgraph structures for an interval of length k + 1
only requires minimal overhead. A key requirement, of course, is that based on the step



size vehicle positions are obtained, the computation of hot spot nodes and structures at
each time step has to be done within a two steps sizes. That this requirement is satisfied
will be demonstrated in the following section.

5 Experimental Evaluation

We now present some experimental results evaluating the efficiency of the OPS approach
as well as properties of the predicted hot spot nodes and subgraph structures. As we use
synthetic data in the evaluation, we first provide details about the generated test data in
Section 5.1. We then present evaluation results regarding efficiency and the predicted hot
spots in Sections 5.2 and 5.3 respectively.

5.1 Test Data and Experimental Setup

We use synthetic trajectory data to evaluate the OPS approach, as this enables us to gener-
ate data in different scenarios. Trajectories were created using our moving object simulator
called Tragor (Trajectory generator on road networks), which simulates the movement of
cars on a world-wide road network obtained from OpenStreetMap [OSM]. In Tragor, dif-
ferent types of cars exist. Two of them are used in our experiments: destination cars drive
along the fastest route from a pre-defined start position to a pre-defined destination. In
contrast, random cars follow a random path by starting at a random position in the road
network and taking random turns at each intersection. Cars in Tragor always obey the
speed limit, which is provided as a property of each road segment in the OpenStreetMap
data set. We chose to use Tragor because it enables us to include different kinds of hot
spot patterns in our test data sets.

For each of our experiments, we generate sets of trajectories that contain the movement of
ng destination cars and n, random cars. Thus, each set has a total of n = n,. + n4 moving
object trajectories. We create hot spots by assigning each destination car one of e distinct
destinations, e < ng4, such that the same number of destination cars is assigned to each of
the e destinations. Random cars are added as noise, since they will not contribute to any
hot spots due to their random movements.

For the simulation, we do not use the entire road network, but choose two different re-
gions of interest. The first region is the city of Berlin, Germany, which represents a dense
road network, and the second one is the German State of Brandenburg, which is much
more sparse than the Berlin road network. Thus, when generating trajectory data sets,
the moving objects are either moving on the Berlin road network, denoted BLN, or on
the Brandenburg road network, denoted BB. The BLN (BB) road network contains about
180, 000 (408, 000) nodes and covers roughly 340 (11, 380) square miles. We will indicate
the road network used in the description of the experiments below.

All experiments were conducted on a 16 core Intel(R) Xeon(R)E5520 @ 2.27GHz with
48GB of main memory running Debian Linux. The OPS approach was implemented in
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Java.

5.2 Efficiency of OPS

In a first set of experiments, we evaluated the runtime of the OPS algorithm using 14
different sets of trajectories, seven each for the BLN and the BB road network. The test
data sets contain the trajectories of between n = 100 and n = 10, 000 moving objects, all
of them destination cars that drive to one of e = 10 pre-defined destinations. Trajectories
were generated for a period of one hour using a step size of 60 seconds, resulting in a
total of 60 measurements for each moving object. Hot spot prediction was done for five
different time horizons between 1 and 10 minutes. The results of these experiments are
shown in Figure 4(a) for the BLN road network.

Runtimes depicted in Figure 4(a) are the total time for processing all new measurements in
one time step, i.e., the runtime required for one iteration of the OPS approach. As can be
seen in the figure, the runtime of OPS grows linearly with the number of moving objects,
and is only slightly affected by the length of the prediction interval, i.e., the time horizon h.
Specifically, for h = 60 the runtime is 27 seconds, while the runtime for a ten-times larger
time horizon of h = 600 seconds has not even doubled, being less than 47 seconds. This
demonstrates that our approach is very scalable both in terms of the number of moving
objects and the length & of the prediction interval.

The efficiency of our approach is mostly due to the use of the A* algorithm for predicting
likely visited nodes and our heuristic for revoking weights. Only nodes that are relevant
for the hot spot prediction are considered during weight assignment and update, and thus
the total number of weights maintained in the graph over time is small, yielding a low
runtime. To evaluate this aspect further, we performed a similar set of experiments with
test data sets where we added random cars for noise. Specifically, we used ng = 1000
destination cars and added between n,, = 500 and 9000 random cars, resulting in a total
number of moving objects of up to 10, 000, i.e., n = ng + n, = 1000 + 9000 = 10, 000.



The results of this set of experiments are shown in Figure 4(b).

The increase of the runtime is similar to the one observed in the experiments using just des-
tination cars. However, two differences can be observed: (1) the individual runtimes are
higher than those in the respective previous experiments, and (2) the increase in runtime
becomes steeper as the ratio of random cars to destination cars increases. Both observa-
tions are caused by the random movement of the majority of the cars, i.e., all random cars.
Due to their random movement, each car o has very different sets A;(0) of likely visited
nodes at each time step ¢;, resulting in more computational effort to maintain the weights
assigned to all nodes. This is because for a random car, a higher number of distinct nodes
get assigned weights, whereas destination cars tend to assign weights to a similar set of
nodes at each time step, resulting in a lower number of weights to be maintained overall.
We will demonstrate this fact in further experiments below. Regarding the second obser-
vation above, the additional computational effort due to the random cars becomes more
predominant when the ratio of random cars and destination cars increases, as is the case in
our experiments, where ng = 1000 is fixed and the number n,. of random cars increases.

Both observations above support our claim that OPS is efficient because of its ability to
focus on nodes that are relevant to the hot spot prediction. Random cars interfere with
this approach by adding irrelevant weights and nodes, thus reducing the efficiency of OPS.
Runtimes for real-world trajectory data will usually be more similar to the ones shown in
Figure 4(a), as real-world cars rarely exhibit random movement patterns, but instead drive
fairly targeted to their destination.

We performed the same experiments as above, i.e., using just destination cars and using an
increasing number of random cars, for trajectories on the BB road network, and observed
runtimes that were 10 to 15 times faster than those for the BLN road network. This is
because the BB road network is much more sparse, resulting in a much lower number of
nodes being visited by the A* algorithm, and thus less computational effort overall.

To further explore the efficiency of OPS in terms of the number of weights that are assigned
to nodes, we collected additional measurements during the experiments described above.
Each node v in the road network keeps track of the moving objects that contributed to v’s
weight w(v). By summing up, over all nodes, the number of objects that contributed to
the node’s weight, we gain insights in how the number of destination cars and random cars
affects the distribution of weights in the road network. For this, we determined at the end
of each iteration of OPS the sum of how many distinct moving objects contributed to the
weight of each node. That is, we summed up the number of objects stored in the set ¢(v),
i.e., |c(v)], over all v € V. We denote this sum as >_(|e(v)|). In the following Figure 5,
the maximum value of Y (|c(v)|) out of all 60 iterations is given.

In Figure 5(a) it can be seen that for higher numbers n4 of destinations cars and longer
prediction horizons h the sum of assigned weights increases. This is expected, as for
higher values of h a car is able to visit more nodes during the prediction time interval.
Additionally, we can observe in Figure 5(b) that for high numbers of random cars, the
number of assigned weights is 10 to 20 times higher than in a scenario with an equal
number of destination cars. This again supports our claim that the weight assignment
performed by destination cars, which behave very similar to cars in a real-world setting, is
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much more focused, yielding expressive weights at each node in the road network. Also,
the much higher number of assigned weights in the presence of random cars justifies the
increased runtime observed in the second set of experiments, whose results were depicted
in Figure 4(b).

We also kept track of how many objects newly contributed to a node’s weight in each
iteration and for how many objects weights were revoked from nodes. We again summed
up these values over all nodes. The results are depicted in Figure 6, and show the average
over all 60 iterations. These results are in line with all previous experiments, confirming
that random cars indeed exhibit a significant fluctuation in terms of the distinct nodes to
which they assign weights. Both Figures 6(a) and 6(b) show that in the scenarios with
a significant number of random cars, a much higher number of weights gets added and
revoked in each iteration, compared to scenarios where only destination cars move in the
road network.



t10 t2o t30 tao

n_ || [hn] | kgl ]| Thn] | |hgl || [hn] | Thgl || [hn] | [kl
1000 || 319 51 383 52 526 56 638 50
2000 || 328 50 478 52 571 61 660 54
3000 || 358 46 502 48 625 52 683 49

Table 1: Number of predicted hot spot nodes and subgraphs using € = 1 and minPts = 3

5.3 Evaluating Predicted Hot Spots

Next, we performed a set of experiments to evaluate the predicted hot spot nodes and
subgraphs. For this, we used test data sets containing n = ng = 1000, 2000, or 3000
destination cars that are driving to e = 10 distinct destinations in the BLN road network.
It is important to note that we derived the data sets with fewer objects from the data set
containing all 3000 moving objects, and thus, the hot spots should be similar throughout all
three data set. We again used a step size of 60 seconds and simulated traffic for one hour,
resulting in 60 measurements in each trajectory. All cars start at different positions, but as
each 10% of the present cars share a destination, we expect them to “meet” at major roads
and follow the same few access roads to any of the given destinations. In our experiments,
we determined hot spot nodes after 10, 20, 30, and 40 time steps using a time horizon
of h = 120 seconds. From the set of hot spot nodes, we derived according subgraphs as
detailed in Section 4.1 and depicted in Figure 3(c). That is, we consider two hot spot nodes
to belong to the same subgraph if they are connected directly or via at most one non-hot
spot node.

We used the well-known clustering algorithm DBSCAN [EKSX96] to derive the sub-
graphs. The distance measure we used is the number of “hops” in the road network, i.e.,
the number of edges one has to use in order to get from one node to another. Thus, using
¢ = 1in DBSCAN, we achieve exactly the kind of subgraphs we are looking for. We also
made use of DBSCAN’s minPts parameter, which controls the minimum number of nodes
that have to be contained in a subgraph in order for this subgraph to be considered a hot
spot region. We did this because heavy traffic usually spans more than one node, i.e., more
than one intersection in the road network. Thus, we used minPts = 3 and minPts = 5 in
our experiments. The results of these experiments are listed in Tables 1 and 2.

As is obvious from the figures, the number of predicted hot spot nodes and subgraphs does
not increase with increasing number of cars. This demonstrates that hot spots are reliably
predicted even for a sample of all moving objects, i.e., based just on the trajectories of 1000
or 2000 cars instead of all 3000. Our results also show that a reasonably small number of
subgraphs is derived from a fairly large number of predicted hot spot nodes. The figures
in Table 1, i.e., using minPts = 3, show that about 50 subgraphs are detected at any time.
These subgraphs represent groups of cars that are driving towards the same destination.
The individual groups either approach the destination from different directions, or they
are at different distances to the destination. That is, one groups is further away from the
destination than another, and thus they form separate hot spots.



t10 t2o t30 tao

n_ || [hn] | kgl ]| Thn] | |hgl || [hn] | Thgl || [hn] | [kl
1000 || 319 5 383 6 526 4 638 5
2000 || 328 3 478 4 571 3 660 4
3000 || 358 4 502 4 625 2 683 4

Table 2: Number of predicted hot spot nodes and subgraphs using € = 1 and minPts = 5

6 Conclusion and Future Work

In this paper we presented an approach for online prediction of hot spots in road networks.
As a first step, our OPS approach determines individual hot spot nodes by using an efficient
heuristic to predict the traffic intensity at all nodes in the road network. For this, likely
visited nodes are predicted for each moving object based on its two most recent positions.
Weights are assigned to each of the likely visited nodes such that the sum of all weights
for one node represents the expected traffic intensity at that node during a time interval of
length h starting at the time of prediction. Based on the hot spots nodes that are predicted
by OPS, we then inferred subgraphs that represent hot spot regions within the road network
and identified different types of hot spot patterns. In our extensive evaluation using a
real large-scale road network, we demonstrated the efficiency and effectiveness of our
approach, especially in terms of the number of considered nodes. We also presented an
evaluation of identified hot spot nodes and the according derived subgraphs.

As part of our ongoing work, we try to adjust the OPS approach to accommodate objects
with different reporting rates. In addition, we experiment with other path prediction ap-
proaches to determine if they provide better estimates for the likelihood that a moving
object will visit a certain node in the future. Such an adjustment to our approach may
further improve the prediction of location, extend, and intensity of hot spots. We also
currently work on predicting the life-span of hot spots as well as their evolution from one
type to another. This comprehensive prediction of hot spots in road networks may benefit
motorists as well as practitioners in application domains like logistics and urban planning.
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